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Abstract: If the iterations of a loop nest cannot be
partitioned into independent tasks, data communication
for data dependence is inevitable in order to execute
them on parallel machines. This kind of loop nest is
referred to as a DoACRoOsS loop nest.

This paper is concerned with compiler algorithms
for parallelizing DoACRrosS loop nests for distributed-
memory multicomputers. We present a method that
combines loop tiling, chain-based scheduling and in-
direct message passing to generate efficient message-
passing parallel code. We present our experiment results
on the Fujitsu AP1000 to show that low communication
overhead and high speedup for DOACROSS loop nests on
multicomputers can be achieved by tuning these tech-
niques.

1 Introduction

If the iterations of a loop nest cannot be partitioned
into independent tasks, data communication for data
dependence is inevitable in order to execute the loop
nest on parallel processors. This kind of loop nest is
known as a DOACROSS loop nest.

An example of DOACROSS loop nest is shown in Fig-
ure 1. Although the four nesting loops in the loop nest
can be interchanged, it can never be transformed to a
loop nest with outermost DoALL loops. (Do loop is a
DoALL loop if there are no data dependencies between
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its iterations and, therefore, they can be executed in-
dependently in parallel.) Many loop nests for solving
differential equations using the finite difference method
are DOACROSS loop nests.

This paper is concerned with compiler algorithms
to generate efficient parallel code for DoOACROSS loop
nests on multicomputers. Distributed-memory multi-
computer systems such as the Fujitsu AP1000 and the
TMC CM-5 rely on message passing (point-so-point and
aggregate) for interprocessor data communication and
synchronization. The overhead of message passing in
multicomputers is large.

for i; = 0 to 127
for i, = 0 to 127
for i3 = 0 to 127
for 74, = 0 to 127
a(iy + 142 + 1L,és + Liig + 1) =
0.25*(a(i1 + 1,1:2 + 1,’i3,2‘4 + 1)

+ a(dy + Lyiayds + 1,s + 1)
'f‘ a(i1 + l,ig + 1,i3 ,i:;)
+ aliy + 1,i2,03 + 1,44)
+ a.(i]_,iz + 1,1:3 ,i4)
+ a(il + l,iz ,is,i4)
+ a(1,82 + Liés + 1,04 + 1)
+ afis + 1,32 + 1,23 + 1,34 + 1) );

Figure 1. An Example of DOACROSs Loop Nest

To generate efficient parallel code for DoAacRrOss loop
nests on multicomputers, the time delay caused by the
large overhead of message passing must be reduced.
‘This paper presents a method that combines chain-
hased scheduling (1], loop tiling [2,3] and indirect mes-
sage passing to reduce the data communication over-
head.




The wave-front method was proposed to parallelize
DoAcross loop nests for vector machines [4,5]. More
recently, Wolf and Lam [3] showed that any DOACROSS
loop nest can be transformed to a loop nest with DoALL
loops enclosed in the outermost serial DO loop. The
transformed wave-front code of DOACROSS loop nest for
multicomputers is shown in Figure 2.

Obviously, the wave-front method does not provide
overlap between computation and data communication
on multicomputers. It also requires barrier synchroniza-
tion to enforce DOALL loops enclosed in the outermost
serial loop. The barrier synchronization could be very
expensive in large systems. The chain-based scheduling
of DOACROSS loop nests [1] allows data communication
to be overlapped with computation and eliminates the
barrier synchronization.

To amortize the large startup overhead of message
passing, we incorporate loop tiling [2,3] into the chain-
based scheduling. By tuning the size of the tiles, we
can control the granularity of parallel tasks to reduce
the impact of message-passing overhead.

To further reduce the data communication overhead,
we invent a novel message packing scheme called indirect
message passing. Indirect message passing reduces the
number of messages without loss of parallelism of the
chain-based parallel code.

The purpose of this paper is to show the effectiveness
of these techniques by presenting our experiment results
on the Fujitsu AP1000. We parallelized and coded the
DoAcRross loop nest in Figure 1 and run it on a Fujitsu
AP1000 with different configurations of processor array
and loop tiling. On the 128-processor AP1000, we can
get the speedup as high as 121.9 by tuning the tile size
and the shape of processor array.

In Section 2, we describe the loop transformation for
loop tiling and chain-based scheduling. In Section 3, we
describe the algorithms to generate messages for data
communication. In Section 4, we present the method
of indirect message passing. The experiment results on
the Fujistu AP1000 are presented in Section 5. Section
6 completes the paper with conclusions.

2 Loop Tiling and Chain-Based
Scheduling

We assume that readers of this paper are already famil-
iar with data dependence and distance vectors in nested
loops [6]. As an example, the matrix of dependence dis-
tance vectors of the loop nest in Figure 1 is as follows:

O = OO
oo - O
- OO
==
O
O
oo o+

where each column is a dependence distance vector.

do loop
doall loops

loop body computation;

enddoall;
barrier;
aggregate data communication;

enddo

Figure 2. Wave-Front Parallel Code

If the rank of the matrix of dependence distance vec-
tors of an n-dimensional loop nest is less than n, the
loop nest can be transformed to have outermost DOALL
loops [7,8]. If the rank of the matrix is n, it is still pos-
sible to convert it to a loop nest with outermost DOALL
loops. But, the loop range of these DOALL loops in this
case are limited by the distance vectors which are very
small in real programs. This limited DOALL parallelism
may not be sufficient for large parallel systems. In this
paper, we simply put it in the category of DoAcroOss
loop nests and use the rank of the distance matrix to
define DOACROSS loop nests:

Definition 1 (Doacross Loop Nest)
An n-dimensional loop nest is a DOACROSS loop nest
if the rank of its dependence distance matriz is n.

A n-dimensional loop nest is denoted by

DO(iy1,- - ,in) (L1, Uy, J1)y oo+ (L, U, J)){BODY'}
where vector (i1, -+ ,y) is the loop index vector and 7,
is the index of the outermost loop. (L;,U;,J;) (1< 5 <
n) is the triplet of the lower bound, the upper bound
and the step of the j-th loop. J; can be omitted if it is
equal to 1.

For the purpose of this paper, we assume that the
loop lower bounds are all 0, L; = 0 (1 € j £ n), and
theloopsstepsareall 1, J; =1 (1 < j < n). Each upper
bound is a constant integer: U, = N; —1 (1 < j < n).
Therefore, the index set of the loop nest is

I={ieZ"0<i<N-1}

The general theory of loop tiling can be found in [2].
For the purpose of this paper, we use the simnple rectan-
gular loop tiling for chain-based scheduling. The rect-
angular loop tiling is actually a function from I to an-



(a) Tiled Loop Nest

Figure 3. An example of Tiling and Chain-Based Scheduling

(b) Chain-based Loop Nest

other n-dimensional integer set called the tile indezx set
T C Z™ defined as follows:

t: I T, t() =1divk (1)
where £ is called the size vector of the tiling and 1 opera-
tor div applies to the correspondlng elements of 7 and k.
It is assumed that & > I. To simplify the presentation,

we assume that N; is a multiple of k; for all 1 < j < n.
Let S; = N;/k;. The tile index set can be defined by

(2)

,Sn) is called the size vector of the

T={{ez"i<i<§-T1}
where § = (Sy,---
tile index set.

The tile with index £ € T, denoted by T 7 is the set
of loop iterations defined by:

Tr={eclf<i-ikE<k-1} (3)
In this paper, the term “tlle ¥ is used as a short
form for “the tile with index #*. Given tile size vector
k, the content of a tile is solely determlned by its index
f. Therefore, the tile and its index £ are often used
interchangeably in this paper.
The transformed loop nest after tiling is

DO(tl, e ’tn)((oy 51 - 1)’ B} (0’ S'n. - 1))
Do(ila e ,tn) ((tlkl’ (tl + l)kl - 1))’ Tty
(tnkm (tn -+ 1)kn - 1))
{
BODY

}
}
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For example, the following DoACROSS loop nest:

DO E{il,iz) ((0.7),(0,7))

a(il,iz) = 0.25% ( a(’l:l,iz) + a(il - 1,'i2)
+ a('il,’iz -1)+ a(z’l -1, — 1))
}

can be tiled with tile size vector & = (2,2) and trans-
formed to the following code:

DO(t1,12)((0,3),(0,3))
{

DO(il,iz) ((2t1,2¢; + 1), (2tg, 2ty + 1))
{
a(il,ig) =0.25 * (a(il,ig) -+ a(z’l - 1,i2)
+ a,(’l:l,iz - 1) + a(i1 ~ 1,29 — 1))
}

}

Figure 3(a) shows the loop index set of this example
after loop tiling. The arrows illustrate the data depen-
dencies between loop iterations. The shaded squares
represent the tiles.

Loop tiling changes the execution order of the itera-
tions of the original loop nest and it is not always legal.
However, if every dependence distance vector is non-
negative, the loop nest is fully-permutable [3] and the
rec tangular loop tiling is legal. In this paper we assume
d > 0 for all distance vectors d. A loop nest can be
transformed to be fully-permutable by loop skewing. A
loop skewing algorithm for this purpose can be found in
[1].

Given an n-dimensional loop nest, we use an m-
dimensional (m < n) processor array to execute it. The



processor array is defined by

P={feZm0<p<P-T1}

where P = (Py,- -+, Pm) is the size vector of the proces-
sor array.
DO(ty,- -+ »tm ) ((p1, 51 — 1,P1)y 5 (Pm, Sm —1,Pn))
{
Do(tm—}-l, e 9tn)((0’ Sm+1 - 1)9 ] (Oa Sn - 1))
[Receive and Unpack Messages;J
DO(is,+ " in) ((Erks, (b2 + 1)1 — 1),-
(tnkna(tn + 1)kn - 1))
{
BODY
|Pa.ck and Send Messa,gﬁl
}
}
Figure 4. Chain-Based Parallel Code for Processor i

Chain-based scheduling can be characterized by the
following allocation function from the tile index set to
the processor array:

a:T — P,a(f) = f]1,n» mod P 4)
where ﬂl m 1s the subvector i composed of the first m
elements and operator mod applies to the correspond-
ing elements of tl1,m and P. In this paper, we use Z|pq
to represent the subvector of # from the p-th element
to the ¢g-th. To simplify the presentation, we assume
that the number of tiles is a multiple of the number of
processors along every dimension, i.e.,P; divides S; for
1<j<m.

The chain-based parallel code for processor 5 €
P is shown in Figure 4. The innermost loop nest
DO(4y, - ,is) in Figure 4 scans the loop iterations of
each tile. The code sections in the boxes around it
are the data communication operations for each tile.
The loop nest DO(tm+1," - ,tn) scans the sequence of
tiles to be executed on the same processor. This se-
quence of tiles is called a chain. The outermost loop
nest DO(t1, -+ ,tm) performs cyclic processor schedul-
ing for the chains.

Suppose that we use one-dimensional (m (m = 1) proces-
sor array of two processors (P; = 2) for the example of
this section. The chain-based parallel code for processor
(p1) (p1 is 0 or 1) is as follows:
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D()(tl)((plv 35 2))

{

DO(t)((0,3))
{
E{eceive and Unpack Messages;l
DO(i1,i2) (2ty,2t1 + 1), (2t9, 2t + [))

a(il,iz )=0.25 * ( a(’il,iz) + a(i[ - l,’ig)
=+ a(il,iz - 1) + a(i1 —1,79 — 1))

|Pack and Send Messages;J

}

}

The chains in this example are illustrated by the dashed
boxes in Figure 3(b). The data communication between
the processors are represented by the thick arrows. The
idea of chain-based scheduling is to form chains of tiles
and allocate the chains to the parallel processors in such
a way that data communication between the tiles can
be overlapped with the execution of the tiles.

3 Data Communication

Let us concentrate on a data array, say 4, referenced
in the loop body of a DOACROSS loop nest. We as-
sume that there is only one left-hand side reference of A
and each element of A is assigned at most once (single-
assignment) so that all the data dependencies are flow
dependencies. Array expansion [9,10] can be used to
obtain such array references. Let the subscript function
of the left-hand side reference of A be f and, from the
assumption, f is a one-to-one mapping.

Let D4 be the set of distance vectors of flow de-
pendonc1es of A. We assume that each distance vec-
tor d € D 4 is less than or equal to tile size vector k
i.e. d < k. Therefore, data communication occurs only
between nelghbormg tiles. Formally, the data element
of A defined by tile £ can be used only by tiles t+b where
b are n-vectors with elements 0 or 1, i.e., b € B" and
B = {0,1}. Given a tile with index f, a non-zero vector
h € B™ and a distance vector d € D 4, we define the set
of data elements defined by tile  and used by tile f+b
as the remote write set, denoted by Wﬁg’ & Formally,

Wipg= IO e EAF+be TAT+d €T g)

According to the tile allocation function a in (4), proces-
sor a(t) executes tile i. After the processor finishes the
computation, it needs to send messages to the nelghbor-
ing tiles allocated to its neighboring processors a(t+79),

where 7 are non-zero m-vectors! from B™. Given a tile

lIn this paper, when an m-vector is added to an n-vector



with index £, a non-zero m-vector ¥ € B™ and a distance
vector d € D 4, the message to be sent by processor a(f)
to its neighboring processor a(t" + @) for the data com-
munication for dependency d, denoted by M_ g is the

union of the remote write sets to the nelghbormg tiles
allocated to processor a(f + 7). That is,

= W

s - -
M; t,b,d

Lo,d

0 -
bly, m=7

In order to generate codes for packing messages, we

need inequality constraints for M2 rod The derivation
of the inequality constraints for M? Fg.4 can be found in
[11] and omitted in this paper. We llbt the result in the
following theorem:

Theorem 1 The inequality constraints for send set
M 2 i is as follows:

Mtf:é‘,i = {fOI0<i<N-IA0<i+d<N-T
AT (kll,m_(ﬂl,m)fz 1,m ﬂlm kllm
S Ell m - (1 —’U . dll,m

AO < ';;.,m+1,n - ﬂm+1,n : EI"H-IJL
S E|m+1,n - T}
To merge the send set for all the distance vectors in

D 4, we define the maximum and minimum distance vec-

tors as follows:
d'inax = max ((i)
deDy

d™® = min (d)
JGDA

We have . ..
dmm S d S dma.x

for all d in D4. We then define the super send sel I\/thﬁ.

0<i+d<N-T
S ;l E]l m I",l m
< klin =T (T-9)- &™)y,
/\6 S ﬂm-{—l,n - ﬂm-{-l,n : E m+1l,n
S E|m+1,n - I}

It can be proved that the super send set includes the
send sets for all the distance vectors in D, i.e.,

JGDA

(m < n), the m-vector is promoted to an n-vector with n — m 0’s
appended.

Compilers can use the inequalities for M 2. to gen-
crate loops to pack the messages and send them to the
neighboring processors. The code generated for message
packing and sending to be put in the code section “Pack
and Send Messages” in Figure 4 is as follows:

begin
for ¥ in B™ do
pack a message according to M L
send the message to processor a(t + 0);
endfor;
end

Symmetrically we define the super receive set, denoted
by M F to be set of data elements for processor a( f) to

receive from its neighboring processor a(i — @). Ob-
viously, it must be equal to the super send set from
processor a(t — @) to processor a(f). That is,

By substituting £~ for £ in the inequality constraints
for M. £ We have

AZC,«T = Mz, ={f@|0<i<N-T
N<i+d<N-T
A =T d**m < 1ym — Hn - Klim
<(T-9) - (klym — d™*1m) = T

/\6 S Zlm+1,n - t-]m+1,n * k|m+1,n
S k|m+1,n - f}
The code generated by compilers to be put in the code

section “Receive and Unpack Messages” in Figure 4 is
as follows:

begin
for ¥ in B™ do
receive a message from processor a(f — 7);
unpack the message according to 2@-’56;

endfor;
end

The messages passing described in this section is
called direct message passing.
4 Indirect Message Passing

In the direct message passing, a processor needs to sent
2™ — 1 messages to its neighboring processors after fin-



ishing a tile. We can reduce the number of messages
from 2™ — 1 to m without losing parallelism.

2
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Figure 5. Indirect Message Passing

We use a simple example to illustrate the idea first.
Suppose that we have a 3-dimensional loop nest (n = 3)
and a 2-dimensional processor array (m = 2). Assume
that the size vector of the loop nest is N = (8,8,8).
The tile size vector is k = (4,4,4). Therefore, there
are 2x2x2 tiles. Assume that the size vector of the
processor array is P = (2,2). According to the allo-
cation function a in (4), each processor is allocated one
chain. For instance, processor PE(0,0) is allocated chain
(0,0). Chain (0,0) consists of tiles (0,0,0) and (0,0,1).
Figure 5 shows the top view of the 3-dimensional loop
index set after tiling. The square boxes represent the
first tiles of the four chains. The circles in the square
boxes represent the loop iterations of the tiles. Assume
that the dependence vector is d = (2,1,0). Therefore,
tile (0,0,0) has three messages to send: M? gto

(0,0,0).(1,0),
processor PE(1,0), M (0 0,0),(0.1),d tO Processor PE(O 1)
and M?*

(0.0,0).(L1).d to processor PE(1,1). All these mes-

sages are illustrated by dashed rectangular boxes and
arrows in Figure 5. The idea is to merge M?®

(0,0,0),(1,1),d
8
with M(0 001,0.0).d -~ to be sent to processor PE(1,0) first.
8
Then, M (0 0.0).(0,1).d -~ is merged with M(1 0.0),0.0),d & and
sent to processor PE(1,1) by processor PE(1,0). The
direct passing of M(é‘0 0,0).(1.1).d - from processor PE(0,0)
to processor PE(1,1) is eliminated. Note that this does
not cause any loss of parallelism because tile (1,1,0) can-

not start until it receives M? (1,0,0),(1,0).d from processor

PE(1,0). The merged messages are illustrated by the
solid rectangular boxes and arrows in Figure 5.

In general, a message M re such that the compo-
nents of @ have at least two 1s will be routed and
passed through intermediate processors before reaching
the destination. Let ¢ = &, +---+&; where2 <r <m
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and 1 < j; < -+ < jr £m. Vector €; is the elementary
vector whose j-th element is 1 and all the other ele-
ments are 0. This message, M Fod will be merged with

M:_ - and passed to processor a(f + &;,) first. Then,

1 J d
it is merged with M{+ 7 and passed to processor
J[V 12’
a(f+ &, + €,) and so on. It will be finally merged
with M2 - and passed to the distinction

t+e“+ +e]r~17€JT’d
processor a(f + &, + -+ + &;,) = a(f + 7).

A message M 2 d-is elementary if ¥ is an elementary
m-vector. Only the elementary messages are passed di-
rectly between the neighboring processors. Other mes-
sages called forward messages are merged with elemen-
tary messages and passed indirectly from the source to
the destination. For each tile, there are only m elemen-
tary messages. Therefore, the number of messages to
send for each tile is reduced to m. Since the forward
messages are passed more than once, the total amount
of data transfer is increased. It is expected that, due to
the large startup overhead of message passing, the time
saved by reducing the number of messages will exceed
the extra time caused by the increased data transfer.

Given a tile { and a distance vector d € D 4, the
merged message to be received by processor a(f) from
processor a(f — &,). denoted by I Mg, * = can be formed
by the following inequalities:

~ - -

TAG<i+d

{EOII<i<N - d< N -
A= dly g1 <ilig-1— t1,q-1 - Ell,q—l

Shlig-1 = dlig-1 -1

”
IMﬁq.J

—dy S ig — tgky < —1
GS_;l 1n = et * Klgti,,
< E|q+1,n -1
A— ‘Zlm+ w1 |m+1,n - ﬂm-H,n : E|m+1,n
< Blmtin = dlmt1n — I}

The derivation of the above inequality constraints can
be found in [11] and is omitted in this paper.

Using the same technique in Section 3 to merge mes-
sages for all din D 4, we can have the super merged
receive set for D4 as follows:

IM;, = {fDF<T<N-TAG<i+d<N-
A= d_haxllyq—l < leyq‘l - ﬂlyq-l E 1,g~1
< E'Lll-l - Jminll,u—l - 1

A= dP < g —toky < -1
/\6 S ﬂq+1,n - ﬂq-}-l.n * Elq-i-l‘,n
<klgrin—T1

A— ‘ﬂm+1,n < z’lm~&~1,n - ﬂm+1,n - E|m+1,n















